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A deployment tool



And so much moie!



Ad-hoc monitoring

¥Query all sewers in your cluster at once

¥ Query status of all DB slas



Serer maintenance

¥ Editing NFS mountpoints
¥ Creating symlinks
¥ pkg_ad $SHOME/imagemagick.tbz

¥ Keeping conpPg bles up-to-date and
consistent



Troubleshooting

¥37signals Highrisegp dump_email

¥ clear stubborn caches
(cg uncache page limit FOR=xyz)

¥ grep

¥ access logs

¥ rails logs
¥ mail logs



Ol wish | had paback when | we
managing hundds of bxes atAOL.
| had a bunch of haekl-togethel
perl and shell scripts that did a ¥
fraction of what cp doesC

— Mark Imbriaco, System Administrator, 3 7signals



OlIf gu ever teach a gdeling class,
probab¥y the hadest thing

IS to keep the students
from just trying to yodel right off.
You seewe build to thatO

— Jack Handey, SNL



Installation

¥1.4.1:

gem install qaistrano

¥ 2.0 prview:
gem install net-ssh
gem install net-sftp
gem install highline
gem install -$ittp://gems.ruigonrails.concgistrano




The Basics

¥ What does Capistrano do?

¥ What does it need to kna/?

¥ What assumptions does it maR
¥ SSH access

¥ POSIX target
¥pub|ic leys or identical passords



Capble

¥ Maleble :Male
Raleble :Rale
Capble :Cap

¥ debneservers,taskssettings

¥ Ruly DSL (rak-like, but NOT rake-
compatible)




A Simple Example

role :logs, "capistrano.demo"

task :grep maillog do
run "grep jamis /var/log/maillog"
end



demo:
001-gep



Gataewvays

set :gateway, "capistrano.demo"
role :logs, "webl"”

task :tail uploadlog do
run "tail SHOME/log/upload.log"

end



demo:
002-gatavay



Multiple Severs

set :gateway, "capistrano.demo”
role :logs, "webl", "web2"
task :tail uploadlog do

run "tail SHOME/log/upload.log"
end



demo:
003-nultiple-sewers



Multiple Roles

set :gateway, "capistrano.demo"

role :web, "webl", "web2"
role :app, "appl", "app2"

task :tail uploadlog, :roles => :web do
run "tail SHOME/log/upload.log”
end

task :tail crashlog, :roles => :app do
run "tail SHOME/log/fastcgi.crash.log"
end



demo:
004-nultiple-roles



Documentingiasks

set :gateway, "capistrano.demo"

role :web, "webl", "web2"
role :app, "appl", "app2"

desc "Shows the tail of the upload log.”
task :tail uploadlog, :roles => :web do
run "tail S$HOME/log/upload.log"
end
desc "Shows the tail of the fastcgi crash log."”
task :tail crashlog, :roles => :app do
run "tail SHOME/log/fastcgi.crash.log"
end



demo:
005-desc



Ca -e Inoke

¥ cap invoke COMMAND=€uby -vO

¥ cap invoke ROLES=ap \
COMMAND-='gem list rak | grep *rale’

¥ script-friendy
¥ doesniCeven require a Capble!

¥cep iInvoke -s gatevay=caistranademo
HOSTS=apl,pp2 COMMAND=uname



demo:
006-Inoke



Nice, but...

¥ Needs to reconnect on each imcation

¥ Lots of typing

¥ If you need to run seeral commands in
seqguencghere Is a better wgl!



ca -e shell

¥ Caches connections

¥ Eecute both tasks and commands
¥Scope Inocations ly role, or by host
¥ still experimental (but highluseful!)



demo:
007-shell



Namespaces

set :gateway, "capistrano.demo"

role :web, "webl", "web2"
role :app, "appl", "app2"

namespace :tail do
desc "Shows the tail of the upload log."”
task :uploadlog, :roles => :web do
run "tail SHOME/log/upload.log"
end

desc "Shows the tail of the fastcgi crash log.”
task :crashlog, :roles => :app do
run "tail SHOME/log/fastcgi.crash.log"
end
end



demo:
008-namespace



DefaultTasks

namespace :tail do
task :default do
# invoke as “cap tail”
end
end



Variables

set :prompt, false

set(:1log file) do
1f prompt
Capistrano::CLI.ui.ask(
"Which log file should we tail: ")
else
"upload.log”
end
end

task :tail log do
run "tail SHOME/log/#{log file}"
end



demo:
009-variables



CP -S

¥ -s bo=bar
¥ Sets a variablefter all recipes ae loaded
¥ Can be gien nultiple times

¥-S bo=Dbar (to setbefore recipes ae loaded)



Transactions

task :first do
transaction do
second
third
end
end

task :second do
on rollback { system “rm -f second” }
puts “creating second’”
system “touch second”

end

task :third do
on rollback { system “rm -f third” }
puts “creating third’”
system “touch third”
abort “!!! something went wrong !!!”
end



Loading Files

load paths << *“config/deploy”

case ENV][ 'STAGE' ]
when “production” then
load “production”
when “staging” then
load “staging”
else
abort “unknown stage: #{ENV['STAGE']}"
end



cap -f Ple

¥Loads the gen Caistano ecipe ble
¥ Will not autoload Cable if -f is gan

¥ Use -F to brce Cable to be loadedpo
¥Can specify mitiple -f svitches

¥ cop -f deply -f upgrade -T



CP -VVV -Q

¥ 0-vO BerboseO
¥ may be gien nultiple times
¥ default iD-vwwO (maxim \erbosity)

¥ 0-q0 is minimatrbosity (ony critical
output Is displged)



Fundamentall..

That®it!



In practice..

Deployment



Assumptions

¥ Souce code management
¥ Web gplication (Rails)

¥ Production ervironment is all eady (DB,
web sewer, etc.)

¥ Standalone FCGI listeners



caify .

¥ minimal Cable
¥ basic conbg/depjab



capify = Capble

load 'deploy' i1f respond to?(:namespace)
load 'config/deploy'



capify = conbg/deply

set :application, "set your application name here"
set :repository, "set your repository location here"

If you aren't deploying to /u/apps/#{application} on the
target servers (which is the default), you can specify the
actual location via the :deploy to variable:

set :deploy to, "/var/www/#{application}"

HHF FH H K

If you aren't using Subversion to manage your source code,
specify your SCM below:
set :scm, :subversion

HH FH H

role :app, "your app-server here’
role :web, "your web-server here’
role :db, '"your db-server here", :primary => true



Fill In the blanks

S cat config/deploy.rb
set :application, "pepcake”
set :repository, "http://svn.jamisbuck.org/projects/pepcake/"

set :deploy to, "SHOME/rails-apps/#{application}"

role :app, 'comox.textdrive.com"
role :web, "comox.textdrive.com"
role :db, ‘'comox.textdrive.com", :primary => true



demo:
0l11-deply:setup



DeploymentTree

:deplo/_to
—current
—release — 20070502124420
_shaed _ 20070507080815
log — 20070512173751
— pids

- system



Check Dependencies

¥ Do the necessar directories exist?
¥ Are they readable? writable?

¥ |s Subersion installed?

¥ Etc



demo:
012-deply:check



Custom Dependencie

¥ Local vsRemote
¥ |s a paticular gem installed?

¥ depend :emote, :gemQtzimi3)>=0.3.30
¥ Does a diectory exist?

¥ depend :emote, :directory,O/path/to/dirO
¥ Is a ble writable?

¥ depend :emote, :writablg O/dir/bldogO
¥ Is a paticular command pesent in the RTH?

¥ depend :locatcommandDcorertO

¥ depend :emote, :commanddiconO



script/spin

¥ Tells Caistrano hav to start (Ospin upO)
your application

¥ Mary cases can justvake script/piocess/
spavner

¥ Called ly theOdeply:statO taskio start
your application



script/spin
(simple)

/u/apps/backpack/current/script/process/spawner fcgi \
—p 9000 \

-i 5\

-r 5



Script/spin
(less simple)

SPAWN=/usr/local/bin/spawn-fcgi
ROOT=$SHOME/rails-apps/pepcake
CURRENT=$ROOT/current
SHARED=$ROOT/shared

RAILS ENV=production $SPAWN \
-f SCURRENT/public/dispatch.fcgi \
-s S$SHARED/sockets/dispatch.0.socket \
-P SSHARED/pids/dispatch.0.pid



Script/spin
alternatnes

¥Process supersion (initsvscamunit, etc.)

¥Override deplg/:stat (mongrel clusteretc.)



sudo

¥ Used (ly default) ly a Bw tasks:

¥ deploy:stat
¥ deploy:restat
¥ deploy:cleanp
¥ deploy:stop
¥ Override by setting :use_sudo to false




deploy:cold

¥Dep oysS Your source code (deplg:update)

¥ Applies pending migrations (depimigrate)
¥Starts your aopplication (deplg:stat)



demo:
013-deply:cold



0

0

0

What next?

o/
o/:rollback

g/:migrations

nlo/:web:disable

0

0

o/:web:enable

o/.cleanip



Deployment Strategie:

¥ checlout (default)

¥ export

¥ copy (with checlout or export)
¥ remote cache

¥ build your own!



deply via

set :deploy via, :copy
set :copy strategy, :export
set :copy compression, :bzip2



Not using Subarsion?

¥ bazaar (ng)
¥ darcs

¥ perforce
¥ mercurial (coming soon)
¥ git (coming soon)

¥ others (write your own?)



.SCM

set :scm, :darcs

set :scm command, “/opt/bin/darcs”
set :scm username, “bob”

set :local scm command, “..."



UsefulNariables

:ssh options

tapplication
:repository

:scm
:deploy via

:deploy to
:revision

:use_sudo
:group writable
:rake

:current path
:release path
:shared path

—-— a hash of options to send to Net::SSH

name of the application being deployed
SCM-specific location of the repository

name of SCM to use (:subversion)
name of strategy to use (:checkout)

path to deploy app to (”/u/apps/#{application}”)
the revision to deploy (”HEAD")

whether or not to use sudo (true)
whether releases should be g+w (true)
location of the "rake’ utility ("rake”)

path to the “current’ symlink
path of the release being deployed
path to the “shared’ directory



TaskOHelpersO

run(cmd, opts={}) --
sudo(...) ——
transaction ——
on rollback —-—
put (data, path) ——
get (remote, local) --
stream(...) -
capture(...) -—
connect! (opts={}) --
execute on servers --
current task -—
execute task(task) --
find task(name) -—
find servers(opts={})

execute the given command on the remote servers
same as run(), but uses sudo to execute the cmd
calls rollback blocks if an error occurs

saves a proc to be called if an error occurs
stores the given data to the remote servers
retrieves the given file

same as run(), but omits the prefix on output
same as run(), but returns output as a string
forces open connections to servers immediately
connects to servers and yields the list

a reference to the task that is executing
executes a specific task object

looks up a task, by name

—-— finds all matching servers



OAdvancedi@chniques



Extendingasks

before :deploy, :run tests
after “deploy:update code”, :copy database yml

task :run tests do
system “rake” or abort “tests failed”
end

task :copy database yml do
put File.read(”database.yml.prod”),
“#{release path}/config/database.yml”
end



Event Callbacks

# generally...
on :event, :callback, :only => 3%w(tasks here)

# :event may be :load, :exit, :start, :finish,
# :begin, :after

# specifically...
on :load, :display banner

task :display banner do
puts “Welcome, stranger!”

puts =+ F -
end



Custom Callbacks

task :backup, :roles => :db do
trigger :notify, current task

# ...
end

on :notify, :email people
on :notify, :im people, :except =>

task :email people do
# ..
end

task :im people do
# e

end

:backup



Staging Bmronments

STAGES = %$w(staging production)
STAGES.each do |name|
desc “Set the target stage to “#{name}'.”
task(name) do
set :stage, name.to sym
load "config/deploy/#{stage}"
end
end

on :start, :except => STAGES do
i1f !exists?(:stage)
warn "Defaulting to " #{STAGES.first}'"
find and execute task(STAGES.first)
end
end



Upgrading to
Capistrano 2.0



capify .



Gotchas

¥3rd party extensionslibraries

¥Overridden or extended tasks (namespac
changed task names)

¥ Different variables (svn -> scm_command
etc.)



OcompatO mode

¥ provides tasks with the old names that
delegate to the n& names

¥ cqp -Ff compait ...
¥ loadOcompatO

¥ mostly useful to help learn the metask
names



demo:
0l14-compat



cap -Ff upgrade
upgrade:evisions



Any Questions?

http://www.caify.org




